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Using R, Chapter 11:

Additional Hypothesis Tests

Here we see how to use R to perform Chi-Squared and ANOVA tests.

Each topic has its own page.

• Chapter 11.1 - Chi-Squared Test for Goodness of Fit chisq.test 2

• Chapter 11.2 - Chi-Squared Test of Independence chisq.test 3

• Chapter 11.3 - ANOVA aov 4

• Entering Data

– Making a Data List (vector) list-name <- c(#, #, #, ..., #) 5

– Making a Table (matrix) table-name <- matrix( ....) 5

– Importing Data from a CSV File 6

table-name <- read.csv(file="file-name.csv", ...)

or
table-name <- read.table("File-Name.csv",header=TRUE,sep=",")
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Chi-Squared Test for Goodness of Fit: chisq.test

• We perform a chi-squared test with the chisq.test function in R.

chisq.test(observed-frequencies, p = null-probabilities)

– observed-frequencies is a list (vector) of observed frequencies.

– null-probabilities is a list (vector) of probabilities from the null hypothesis. If this option is
not used, the probabilities are assumed all equal.

– This function returns the χ2 test statistic, the degrees of freedom, and the P -value.

• Preliminary Example from Chapter 11.1: Here we tested to see if the outcomes in 60 rolls of a
six-sided die fit our expectations from a fair die. We’ll use a 0.05 significance level. In that example
we calculated the test statistic and got χ2 = 6.4. That was smaller than the critical value of 11.07 so
we failed to reject the null hypothesis. Here we’ll let R do the work and use the P -value to make our
conclusion. In this case you do not need to declare the probabilities within the chisq.test function
because we are assuming they are all the same. I do it anyway so you can see how it’s done.
Everything in red is typed by the user. Everything in blue is output to the console.

Conclusion: The P -value (0.2692) is greater than α. We fail to reject the null hypothesis and don’t
have enough evidence to conclude that this die is not fair.
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Chi-Squared Test of Independence: chisq.test

• We perform a chi-squared test with the chisq.test function in R.

chisq.test(contingency-table)

– contingency-table is a table (matrix) of observed frequencies.

– This function returns the χ2 test statistic, the degrees of freedom, and the P -value.

• Preliminary Example from Chapter 11.2: Here we tested whether grade in a stats class was
independent of gender. We were given the contingency table below left, and spent some time calculating
the expected frequencies in the table below right (this is no longer necessary).

Observed Values - Contingency Table

A B C D F
Male 8 10 6 9 9

Female 4 6 9 6 5

Expected Frequencies (Ei’s)

A B C D F
Male (Expected) 7.0 9.3 8.8 8.8 8.2

Female (Expected) 5.0 6.7 6.3 6.3 5.8

After much work we determined the test statistic was χ2 ≈ 2.724 which was less than the critical value
and we failed to reject the null hypothesis. Now, we’ll use R and let the chisq.test function calculate
the test statistic and P -value.
Everything in red is typed by the user. Everything in blue is output to the console.

Conclusion: The P -value (0.6) is greater than α. We fail to reject the null hypothesis and don’t have
enough evidence to conclude that the variables are dependent.
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ANOVA: aov

• We perform an ANOVA test with the aov function in R.

aov(response∼factor, data=data-name)

– response represents the variable you are measuring.

– factor represents the variable that separates the data into groups.

– The data should be thought of as two columns. The first column contains all of the responses
(quantitative), and the second column should give the factor of each response (qualitative).

– The output of this function is best depicted with the summary command.

• Over-Simplified Example, Case 1, from 11.3:

Sample A Sample B Sample C
3 3 4
3 5 5
4 5 6
5 5 7
5 7 8

x̄i 4 5 6

Here we test for a difference in means be-
tween three samples. In the book we cal-
culated the test statistic (F = 2.72) and
let software determine the P -value (0.106).
Here we’ll let R do both.

Everything in red is typed by the user. Everything in blue is output to the console.

Conclusion: The P -value (0.106) is greater than α. We fail to reject the null hypothesis. There is not
enough evidence to conclude that the population means are different.
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• Making a Data List (vector): When entering data you must use the syntax below.

> Mon <- c(68, 84, 93, 68, 70)

– Here, Mon is the name of the list (you get to choose this name).

– Then, you have the ’less than sign’ from the keyboard followed by the dash (’-’) symbol.

– All lists must be enclosed with c( #, #, #, ... ). I think the c stands for ’combine’.

– Don’t forget to separate the data values with commas.

• Making a Table (matrix): Suppose you want to make a table of 5-numbers for each of the first three
days of the work-week.

Monday Tuesday Wednesday
68 59 55
84 72 66
93 78 77
68 91 88
70 90 99

You can combine lists like the one described above into a table using the matrix command. Setting
this up takes a little effort and the usage is depicted in the screenshot on the next page. Everything in
red is typed by the user. Everything in blue is output to the console.
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• Importing Data: Since all of the other software packages will easily convert a data file into a CSV
file, we will use this format to read the data into R. The screenshot below depicts how to read such a
file and display the contents. The head=TRUE means the first row contains column headings (not data).


